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mammal placental carnivore canine dog working dog husky

vehicle craft watercraft sailing vessel sailboat trimaran

Figure 1: A snapshot of two root-to-leaf branches of ImageNet: the top row is from the mammal subtree; the bottom row is from the
vehicle subtree. For each synset, 9 randomly sampled images are presented.
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Summary of selected subtrees

Figure 2: Scale of ImageNet. Red curve: Histogram of number
of images per synset. About 20% of the synsets have very few
images. Over 50% synsets have more than 500 images. Table:
Summary of selected subtrees. For complete and up-to-date statis-
tics visit http://www.image-net.org/about-stats.

images spread over 5247 categories (Fig. 2). On average
over 600 images are collected for each synset. Fig. 2 shows
the distributions of the number of images per synset for the
current ImageNet 1. To our knowledge this is already the
largest clean image dataset available to the vision research
community, in terms of the total number of images, number
of images per category as well as the number of categories 2.

Hierarchy ImageNet organizes the different classes of
images in a densely populated semantic hierarchy. The
main asset of WordNet [9] lies in its semantic structure, i.e.
its ontology of concepts. Similarly to WordNet, synsets of
images in ImageNet are interlinked by several types of re-
lations, the “IS-A” relation being the most comprehensive
and useful. Although one can map any dataset with cate-

1About 20% of the synsets have very few images, because either there
are very few web images available, e.g. “vespertilian bat”, or the synset by
definition is difficult to be illustrated by images, e.g. “two-year-old horse”.

2It is claimed that the ESP game [25] has labeled a very large number
of images, but only a subset of 60K images are publicly available.

ESP Cattle Subtree Imagenet Cattle Subtree
176

Imagenet Cat SubtreeESP Cat Subtree

1377
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Figure 3: Comparison of the “cat” and “cattle” subtrees between
ESP [25] and ImageNet. Within each tree, the size of a node is
proportional to the number of images it contains. The number of
images for the largest node is shown for each tree. Shared nodes
between an ESP tree and an ImageNet tree are colored in red.

gory labels into a semantic hierarchy by using WordNet, the
density of ImageNet is unmatched by others. For example,
to our knowledge no existing vision dataset offers images of
147 dog categories. Fig. 3 compares the “cat” and “cattle”
subtrees of ImageNet and the ESP dataset [25]. We observe
that ImageNet offers much denser and larger trees.

Accuracy We would like to offer a clean dataset at all
levels of the WordNet hierarchy. Fig. 4 demonstrates the
labeling precision on a total of 80 synsets randomly sam-
pled at different tree depths. An average of 99.7% preci-
sion is achieved on average. Achieving a high precision for
all depths of the ImageNet tree is challenging because the
lower in the hierarchy a synset is, the harder it is to classify,
e.g. Siamese cat versus Burmese cat.

Diversity ImageNet is constructed with the goal that ob-
jects in images should have variable appearances, positions,
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Fig. 1: An overview of the data needed to move from perceptual awareness to cognitive understanding of images.
We present a dataset of images densely annotated with numerous region descriptions, objects, attributes, and
relationships. Region descriptions (e.g. “girl feeding large elephant” and “a man taking a picture behind girl”) are
shown (top). The objects (e.g. elephant), attributes (e.g. large) and relationships (e.g. feeding) are shown
(bottom). Our dataset also contains image related question answer pairs (not shown).

et al., 2014) and object detection (Everingham et al.,
2010, Girshick et al., 2014, Sermanet et al., 2013, Gir-
shick, 2015, Ren et al., 2015b). An important contribut-
ing factor is the availability of a large amount of data
that drives the statistical models that underpin today’s
advances in computational visual understanding. While
the progress is exciting, we are still far from reaching
the goal of comprehensive scene understanding. As Fig-
ure 1 shows, existing models would be able to detect dis-
creet objects in a photo but would not be able to explain
their interactions or the relationships between them.
Such explanations tend to be cognitive in nature, inte-
grating perceptual information into conclusions about
the relationships between objects in a scene (Bruner,
1990, Firestone and Scholl, 2015). A cognitive under-
standing of our visual world thus requires that we com-
plement computers’ ability to detect objects with abil-
ities to describe those objects (Isola et al., 2015) and

understand their interactions within a scene (Sadeghi
and Farhadi, 2011).

There is an increasing e↵ort to put together the
next generation of datasets to serve as training and
benchmarking datasets for these deeper, cognitive scene
understanding and reasoning tasks, the most notable
being MS-COCO (Lin et al., 2014) and VQA (Antol
et al., 2015). The MS-COCO dataset consists of 300K
real-world photos collected from Flickr. For each im-
age, there is pixel-level segmentation of 91 object classes
(when present) and 5 independent, user-generated sen-
tences describing the scene. VQA adds to this a set of
614K question-answer pairs related to the visual con-
tents of each image (see more details in Section 3.1).
With this information, MS-COCO and VQA provide
a fertile training and testing ground for models aimed
at tasks for accurate object detection, segmentation,
and summary-level image captioning (Kiros et al., 2014,



6/41

6 Ranjay Krishna et al.

Fig. 4: A representation of the Visual Genome dataset. Each image contains region descriptions that describe a
localized portion of the image. We collect two types of question answer pairs (QAs): freeform QAs and region-based
QAs. Each region is converted to a region graph representation of objects, attributes, and pairwise relationships.
Finally, each of these region graphs are combined to form a scene graph with all the objects grounded to the image.
Best viewed in color

8 Ranjay Krishna et al.

Fig. 6: From all of the region descriptions, we extract
all objects mentioned. For example, from the region de-
scription “man jumping over a fire hydrant,” we extract
man and fire hydrant.

Fig. 7: Some descriptions also provide attributes for ob-
jects. For example, the region description “yellow fire
hydrant” adds that the fire hydrant is yellow.
Here we show two attributes: yellow and standing.

comparative (taller than), or prepositional phrases
(drive on). For example, from the region description
“man jumping over fire hydrant,” we extract the re-
lationship jumping over between the objects man

and fire hydrant (Figure 8). These relationships
are directed from one object, called the subject, to an-
other, called the object. In this case, the subject is
the man, who is performing the relationship jumping

Fig. 8: Our dataset also captures the relationships and
interactions between objects in our images. In this ex-
ample, we show the relationship jumping over be-
tween the objects man and fire hydrant.

over on the object fire hydrant. Each relation-
ship is canonicalized to a WordNet (Miller, 1995)
synset ID; i.e. jumping is canonicalized to jump.a.1
(move forward by leaps and bounds). On av-
erage, each image in our dataset contains 18 relation-
ships.

2.5 A set of region graphs

Combining the objects, attributes, and relationships ex-
tracted from region descriptions, we create a directed
graph representation for each of the 42 regions. Exam-
ples of region graphs are shown in Figure 4. Each region
graph is a structured representation of a part of the
image. The nodes in the graph represent objects, at-
tributes, and relationships. Objects are linked to their
respective attributes while relationships link one object
to another. The links connecting two objects in Figure 4
point from the subject to the relationship and from the
relationship to the other object.

2.6 One scene graph

While region graphs are localized representations of an
image, we also combine them into a single scene graph
representing the entire image (Figure 3). The scene
graph is the union of all region graphs and contains
all objects, attributes, and relationships from each re-
gion description. By doing so, we are able to combine
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sections can be written. These same requirements exist in 
distributed computing, in which tasks need to be scheduled 
so that they can be completed in the correct sequence and in 
a timely manner, with data being transferred between 
computing elements appropriately. Deciding how to divide 
a task into subtasks and managing those subtasks is also a 
challenging problem, especially for complex and 
interdependent tasks [61,89]. This is true whether a 
manager in an organization is trying to plan a large project 
or a programmer is trying to parallelize a complex task. 
Furthermore, top-down approaches in which a single person 
(e.g., the task creator) specifies all subtasks a priori may not 
be possible, or subtasks may change as the task evolves. 

Crowd-Specific Factors 
Unlike traditional organizations in which workers possess 
job security and managers can closely supervise and 
appropriately reward or sanction workers, or distributed 
computing systems in which processors are usually highly 
reliable, crowd work poses unique challenges for both 
workers and requesters ranging from job satisfaction to 
direction-setting, coordination, and quality control. For 
example, organizations can maintain high quality work 
through management, worker incentives, and sanctions. 
While some of these methods are available in crowd work 
(e.g., how much to reward workers, whether to reject their 
work, or impose a reputation penalty) their power is 
attenuated due to factors such as lack of direct supervision 
and visibility into their work behavior, lack of nuanced and 
individualized rewards, and the difficulty of imposing 
stringent and lasting sanctions (since workers can leave 

with fewer repercussions than in traditional organizations, 
such as to reference letters or work histories). The worker’s 
power is also limited: requesters do not make a long-term 
commitment to the worker, and endure few penalties if they 
renege on their agreement to pay for quality work.  In 
distributed computing systems, by contrast, requesters 
(programmers) have fewer problems with motivating and 
directing their workers (computers).  However, machines 
cannot match the complexity, creativity, and flexibility that 
human intelligence manifests. Combining ideas from 
human and computer organization theories may thus 
provide complementary benefits and address 
complementary weaknesses over using either alone.  

Framework 
Figure 2 presents a framework that integrates the challenges 
posed by managing shared resources (such as assigning 
workers to appropriate tasks), managing producer-consumer 
relationships (such as decomposing tasks and assembling 
them into a workflow), and crowd-specific factors (such as 
motivation, rewards, and quality assurance). Many of its 
elements combine insights from organizational behavior 
and distributed computing: for example the task 
decomposition and task assignment functions use both 
human and computational processes. 

The goal of this framework is to envision a future of crowd 
work that can support more complex, creative, and highly 
valued work. At the highest level, a platform is needed for 
managing pools of tasks and workers. Complex tasks must 
be decomposed into smaller subtasks, each designed with 
particular needs and characteristics which must be assigned 
to appropriate groups of workers who themselves must be 
properly motivated, selected (e.g., through reputation), 
and organized (e.g., through hierarchy).  Tasks may be 
structured through multi-stage workflows in which workers 
may collaborate either synchronously or asynchronously.  
As part of this, AI may guide (and be guided by) crowd 
workers.  Finally, quality assurance is needed to ensure 
each worker’s output is of high quality and fits together.  

Because we are concerned with issues of design – the 
technical and organizational mechanisms surrounding 
crowd work – we highlight in the process model twelve 
specific research foci (Figure 2) that we suggest are 
necessary for realizing such a future of crowd work. These 
foci are grouped into three key dimensions: foci relevant to 
the work process; the computation guiding, guided by, and 
underlying the work; and the workers themselves. Our 12 
foci overlap each other in places. However, in total they 
provide a wide-ranging multidisciplinary view that covers 
current and prospective crowd work processes. For 
example, workflow techniques may be useful for handling 
the flow of documents through a set of tasks [111], but the 
effectiveness of these techniques can be amplified through 
clever job design that divides tasks and allocates incentives 
in a way that benefits both workers and requesters (cf. 
[62]).  

 
Figure 2: Proposed framework for future crowd work 

processes to support complex and interdependent work. 
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Figure 1: (a) Images are shown to workers at 100ms per image. Workers react whenever they see a dog. (b) The true labels are
the ground truth dog images. (c) The workers’ keypresses are slow and occur several images after the dog images have already
passed. We record these keypresses as the observed labels. (d) Our technique models each keypress as a delayed Gaussian to
predict (e) the probability of an image containing a dog from these observed labels.

Because the stream is advancing rapidly, workers miss some
items and have delayed responses. However, workers are re-
assured that the requester expects them to miss a few items.
To recover the correct answers, the technique randomizes the
item order for each worker and model workers’ delays as a
normal distribution whose variance depends on the stream’s
speed. For example, when labeling whether images have a
“barking dog” in them, a self-paced worker on this task takes
1.7s per image on average. With our technique, workers are
shown a stream at 100ms per image. The technique models
the delays experienced at different input speeds and estimates
the probability of intended labels from the key presses.

We evaluate our technique by comparing the total worker time
necessary to achieve the same precision on an image labeling
task as a standard setup with majority vote. The standard
approach takes three workers an average of 1.7s each for a to-
tal of 5.1s. Our technique achieves identical precision (97%)
with five workers at 100ms each, for a total of 500ms of work.
The result is an order of magnitude speedup of 10⇥.

This relative improvement is robust across both simple tasks,
such as identifying dogs, and complicated tasks, such as iden-
tifying “a person riding a motorcycle” (interactions between
two objects) or “people eating breakfast” (understanding rela-
tionships among many objects). We generalize our technique
to other tasks such as word similarity detection, topic classi-
fication and sentiment analysis. Additionally, we extend our
method to categorical classification tasks through a ranked
cascade of binary classifications. Finally, we test workers’
subjective mental workload and find no measurable increase.

Contributions. We make the following contributions:

1. We introduce a rapid crowdsourcing technique that makes
errors normal and even inevitable. We show that it can
be used to effectively label large datasets by achieving a
speedup of an order of magnitude on several binary label-
ing crowdsourcing tasks.

2. We demonstrate that our technique can be generalized to
multi-label categorical labeling tasks, combined indepen-
dently with existing optimization techniques, and deployed
without increasing worker mental workload.

RELATED WORK
The main motivation behind our work is to provide an envi-
ronment where humans can make decisions quickly. We en-
courage a margin of human error in the interface that is then
rectified by inferring the true labels algorithmically. In this
section, we review prior work on crowdsourcing optimization
and other methods for motivating contributions. Much of this
work relies on artificial intelligence techniques: we comple-
ment this literature by changing the crowdsourcing interface
rather than focusing on the underlying statistical model.

Our technique is inspired by rapid serial visual presentation
(RSVP), a technique for consuming media rapidly by align-
ing it within the foveal region and advancing between items
quickly [35, 16]. RSVP has already been proven to be ef-
fective at speeding up reading rates [72]. RSVP users can
react to a single target image in a sequence of images even at
125ms per image with 75% accuracy [46]. However, when
trying to recognize concepts in images, RSVP only achieves
an accuracy of 10% at the same speed [47]. In our work, we
integrate multiple workers’ errors to successfully extract true
labels.

Many previous papers have explored ways of modeling work-
ers to remove bias or errors from ground truth labels [71, 70,
73, 45, 21]. For example, an unsupervised method for judg-
ing worker quality can be used as a prior to remove bias on
binary verification labels [21]. Individual workers can also be
modeled as projections into an open space representing their
skills in labeling a particular image [71]. Workers may have
unknown expertise that may in some cases prove adversar-
ial to the task. Such adversarial workers can be detected by
jointly learning the difficulty of labeling a particular datum

Microtasks and Crowdsourcing #chi4good, CHI 2016, San Jose, CA, USA
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Figure 5: Communities of workers and members proportions (in brackets) inferred from CommunityBCC in
each dataset. The bar plots are the communities confusion matrices inferred for each dataset. The values on
the x, y axis are the object classes and values on the z axis are the probabilities.

who almost always vote 0, i.e., they tend not to pick a side
in their judgment. This community is present with similar
proportions within the two datasets: 31% for ACJ and 34%
for SRJ. We respectively refer to these two communities as
Outer class biased and Middle class biased.
On the CF testbed (Figure 5c), there is a large community

of calibrated workers (91%), who almost never use the “can-
not tell” option (i.e., vote 4), and frequently select the cor-
rect judgment (i.e., using votes 1, 2 or 3), for all the tweets.
The second (small) community is the one of conservative
workers who mostly opt for the neutral (1) or the “not re-
lated to weather”(3) judgments. By contrast, the third com-
munity includes workers who often confidently pick negative
(0) or positive (2) judgments. We refer to these communities
as Calibrated, Conservative, and Decisive respectively.
On the ARJ testbed (Figure 5e), there is a large major-

ity of workers that are Accurate (99%), and there is only
1% workers biased towards outer classes (referred to as the

Outer class biased community). We will later provide more
insights about how the reported community percentages re-
late to the quality of the predicted label.

To evaluate the community detection accuracy of Com-
munityBCC, we run a kmeans clustering algorithm (with
k=4, that is the number of communities found by Commu-
nityBCC) on the confusion matrices estimated by BCC for
SRJ8. Then we compare the centroid of each cluster to our
community matrices. Similar to [15], we first calculate the
cumulative pairwise distance (CPD) for the confusion ma-
trix of each worker defined as:

CPD(k) =
!

k′ ̸=k

HD(π(k),π(k′))

where HD(π(k),π(k′)) is the Hellinger distance between the

8for brevity we report only the results of SRJ, however the
conclusions for the other datasets are similar.
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healthline

Figure 3: Example ad to attract users

how to create engaging and viral crowdsourcing applications
in a replicable manner. The emergence of paid crowdsourcing
(e.g., Amazon Mechanical Turk) allows direct engagement
of users in exchange for monetary rewards. However, the
population of users who participate due to extrinsic rewards
is typically di↵erent from the users who participate because
of their intrinsic motivation.
Quizz uses online advertising to attract unpaid users to

contribute. By running ads, we get into the middle ground
between paid and unpaid crowdsourcing. Users who arrive at
our site through an ad are not getting paid, and if they choose
to participate they obviously do so because of their intrinsic
motivation. This removes some of the wrong incentives and
tends to alleviate concerns about indi↵erent users that “spam”
the results just to get paid, or about workers that are trying
to do the minimum work necessary in order to get paid.
Thanks to the sheer reach of modern advertising platforms,
the population of unpaid users can potentially be orders of
magnitude larger than that in paid marketplaces. There
are billions of users reachable through advertising, while
even the biggest crowdsourcing platforms have at most a
million users, many of them inactive [19, 18]. Therefore, if
the need arises (and subject to budgetary constraints), our
approach can elastically scale up to reach almost arbitrarily
large populations of users, by simply increasing the budget
allocated to the advertising campaign. At the same time, we
show in Section 6 that our approach allows e�cient use of
the advertising budget (which is our only expenditure), and
our overall costs are the same or lower than those in paid
crowdsourcing installations.
A significant additional benefit of using an advertising

system is its ability to target users with expertise in specific
topics. For example, if we are looking for users possessing
medical knowledge, we can run a simple ad like the one in
Figure 3. To do so, we select keywords that describe the topic
of interest and ask the advertising platform to place the ad in
relevant contexts. In this study, we used Google AdWords2,
and opted into both search and display ads, while in principle
we can use any other publicly available advertising system.

Selecting appropriate keywords for an ad campaign is a
challenging topic in itself [13, 1, 20]. However, we believe
that trying to optimize the campaign only through manually
fine-tuning its keywords is of limited utility. Instead, we pro-
pose to automatically optimize the campaign by quantifying
the behavior of the users that clicked on the ad. A user
who clicks on the ad but does not participate in the crowd-
sourcing application is e↵ectively “wasting” our advertising
budget; using the advertising terminology, such user has not
“converted.” Since we are not just interested in attracting any
users but are interested in attracting users who contribute,
we use Google Analytics3 to track user conversions. Every

2

https://adwords.google.com

3

http://www.google.com/analytics

time a user clicks on the ad and then participates in a quiz,
we record a conversion event, and send this signal back to
the advertising system. This way, we are e↵ectively asking
the system to optimize the advertising campaign for maxi-
mizing the number of conversions and thus increasing our
contribution yield, instead of the default optimization for
the number of clicks.
Although optimizing for conversions is useful, it is even

better to attract competent users (as opposed to, say, users
who just go through the quiz without being knowledgeable
about the topic). That is, we want to identify users who are
both willing to participate and possess the relevant knowl-
edge. In order to give this refined type of feedback to the
advertising system, we need to measure both the quantity
and the quality of user contributions, and for each conversion
event report the true “value” of the conversion. To achieve
this aim, we set up Google Analytics to treat our site as
an e-commerce website, and for each conversion we also re-
port its value. Section 3 describes in detail our approach to
quantifying the values of conversions.

When the advertising system receives fine-grained feedback
about conversions and their value, it can improve the ad
placement and display the ad to users who are more likely
to participate and contribute high quality answers. (In our
experiments, in Section 6, this optimization led to an increase
in conversion rate from 20% to over 50%, within a period of
one month, for a campaign that was already well-optimized.)
For example, consider medical quizzes. We initially believed
that identifying users with medical expertise who are willing
to participate in our system would be an impossible task.
However, thanks to tracking conversions and modeling the
value of user contributions, AdWords started displaying our
ad on websites such as Mayo Clicic and HealthLine. These
websites are not frequented by medical professionals but by
prosumers. These users are both competent and are much
more likely than professionals to participate in a quiz that
assesses their medical knowledge—often, this is exactly the
type of users that a crowdsourcing application is looking for.

3. MEASURING USER CONTRIBUTIONS
In order to understand the contributions of a user for

each quiz, we need first to define a measurement strategy.
Measuring the user contribution using just the number of
answers is problematic, as it does not consider the quality of
the submissions. Similarly, if we just measure the quality of
the submitted answers, we do not incentivize participation.
Intuitively, we want users to contribute high quality answers,
and also contribute many answers. Thus, we need a metric
that increases as both quality and volume increase.

Information Gain: To combine both quality and quan-
tity into a single, principled metric, we adopt an information-
theoretic approach [36, 31]. We treat each user as a “noisy
channel,” and measure the total information “transmitted”
by the user during her participation. The information is
measured as the information gain contributed for each an-
swer, multiplied by the total number of answers submitted
by the user; this is the total information submitted by the
user. More formally, assume that we know the probability q
that the user answers correctly a randomly chosen question
of the quiz. Then, the information gain IG(q, n) is defined
as:

IG(q, n) = H(1/n, n)�H(q, n) (1)

145

Figure 1: Screenshot of the Quizz system.

advertiser. In our case, we initiate the process with simple
advertising campaigns but also integrate the ad campaign
with the crowdsourcing application, and provide feedback

to the advertising system for each ad click: The feedback
indicates whether the user, who clicked on the ad, “converted”
and the total contributions of the crowdsourcing e↵ort. This
allows the advertising platform to naturally identify web-
sites with user communities that are good matches for the
given task. For example, in our experiments with acquiring
medical knowledge, we initially believed that “regular” Inter-
net users would not have the necessary expertise. However,
the advertising system automatically identified sites such
as Mayo Clinic and HealthLine, which are frequented by
knowledgeable consumers of health information who ended
up contributing significant amounts of high-quality medi-
cal knowledge. Our idea is inspired by Ho↵man et al. [17],
who used advertising to attract users to a Wikipedia-editing
experiment, although they did not attempt to target users
nor attempted to optimize the ad campaign by providing
feedback to the advertising platform.
Once users arrive at our site, we need to engage them to

contribute useful information. Our crowdsourcing platform,
Quizz, invites users to test their knowledge in a variety of
domains and see how they fare against other users. Figure 1
shows an example question. Our quizzes include two kinds
of questions: Calibration questions have known answers,
and are used to assess the expertise and reliability of the
users. On the other hand, collection questions have no
known answers and actually serve to collect new information,
and our platform identifies the correct answers based on
the answers provided by the (competent) participants. To
optimize how often to test the user, and how often to present a
question with an unknown answer, we use a Markov Decision
Process [29], which formalizes the exploration/exploitation
framework and selects the optimal strategy at each point.
As our analysis shows, a key component for the success

of the crowdsourcing e↵ort is not just getting users to par-
ticipate, but also to keep the good users participating for
long, while gently discouraging low-quality users from par-
ticipating. In a series of controlled experiments, involving
tens of thousands of users, we show that a key advantage
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Figure 2: An overview of the Quizz system.

of attracting unpaid users through advertising is the strong
self-selection of high-quality users to continue contributing,
while low-quality users self-select to drop out. Furthermore,
our experimental comparison with paid crowdsourcing (both
paid hourly and paid piecemeal) shows that our approach
dominates paid crowdsourcing both in terms of the quality
of users and in terms of the total monetary cost required to
complete the task.
The contributions of this paper are fourfold. First, we

formulate the notion of targeted crowdsourcing, which allows
one to identify crowds of users with desired expertise. We
then describe a practical approach to find such users at scale
by leveraging existing advertising systems. Second, we show
how to optimally ask questions to the users, to leverage
their knowledge. Third, we evaluate the utility of a host of
di↵erent engagement mechanisms, which incentivize users to
contribute more high-quality answers via the introduction of
short-term goals and rewards. Finally, our empirical results
confirm that the proposed approach allows to collect and
curate knowledge with accuracy that is superior to that of
paid crowdsourcing mechanisms at the same or lower cost.

Figure 2 shows the overview of the system, and the various
components that we discuss in the paper. Section 2 describes
the use of advertising to target promising users, and how
we set up the campaigns to allow for continuous, automatic
optimization of the results over time. Section 3 shows the
details of our information-theoretic scheme for measuring
the expertise of the participants, while Section 4 gives the
details of our exploration-exploitation scheme. Section 5
discusses our experiments on how to keep users engaged,
and Section 6 gives the details of our experimental results.
Finally, Section 7 describes related work, while Section 8
concludes.

2. ADVERTISING FOR TARGETING USERS
A key problem of every crowdsourcing e↵ort is soliciting

users to participate. At a fundamental level, it is always
preferable to attract users that have an inherent motivation
for participation. Unfortunately, repeating the successes of
e↵orts such as Wikipedia, TripAdvisor, and Yelp seems more
of an art than a science, and we do not yet fully understand
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Figure 1: Fine Grained Truth Discovery Model for Crowd-
sourced Data Aggregation.

• For the q-th question (q = 1, 2, · · · , Q)

– Draw a topic zq ∼ Multi(θ)

– For the m-th word (n = 1, 2, · · · ,Mq)
∗ Draw a word category yqm ∼ Bernoulli(ϕ)

∗ Draw a word wqm ∼ Multi(φzq ) if yqm = 1,
otherwise draw wqm ∼ Multi(φ′)

– Draw a true answer tq ∼ U(γq)

– Draw a bias bq ∼ N(0,σ2′)

– For the u-th source (u = 1, 2, · · · , Nq)
∗ Draw an answer aqu|tq ∼ logistic(ezqu, bq)

Given a topic distribution θ on a dataset, we can draw a topic
zq from Multinomial distribution θ for each question q. Next, we
introduce the following generative processes, including word gen-
eration and answer generation which are all based on topic zq = k.
Word generation. We assume that topic-specific words on each
topic k have a distribution φk and background words have a dis-
tribution φ′. There is a switch y drawn from Bernoulli distribution
with parameter ϕ to select words’ distribution. If yqm = 1, then the
word wqm is drawn from topical word distribution φk; otherwise,
it is drawn from background word distribution φ′. Based on the
above assumption, we can generate words based on topic zq . An-
swer generation. We assume that a source’s answer on a question
is associated with the source’s expertise and the question’s bias. We
use a logistic function to model the answer provided by a source.
According to the drawn topic zq , the expertise of the source u who
provided an answer to question q can be matched to ezqu. More-
over, we use tq to denote the estimated true answer to question q.
Finally, we use source u’s expertise ezqu on topic zq , question bias
bq , and the estimated truth tq to model the probability of aqu using
the logistic function.

The proposed model alternates between modeling question com-
ponent and modeling answer component to learn the source’s topi-
cal expertise and to estimate the true answers. The detailed genera-
tive processes of the two integral components are introduced in the
following subsections.

3.2 Modeling Question Content
For modeling question content, we first draw the corpus topic

distribution θ, the parameter of Bernoulli distribution ϕ, background
word distribution φ′ and topical word distribution (φk)

K
k=1. Be-

cause the length of each question is short, we follow the idea of
Twitter-LDA [30] for word generation. We assume that each ques-
tion is about a single topic. Then, we draw a topic indicator zq

to question q. Let nw
q,y=1 be the frequency of w (i.e., wqm) as

topical words in question q, nw
q,y=0 be the frequency of w as back-

ground words, θk be the probability of question q on topic k, and
φkw = p(w|k) be the probability of topical word w generated by
topic k. Then the probability of topical word w appearing nw

q,y=1

times in question q is defined as (θkφkw)
nw
q,y=1 , and the probabil-

ity of background word w is (φ′
w)

nw
q,y=0 . We assume words are

independent, and the probability of all the words in question q un-
der topic k and word category y is

p(wq|k, y) =
V!

w=1

(φ′
w)

nw
q,y=0 (θkφkw)

nw
q,y=1 ,

where V is the number of all the unique words in corpus and Mq ="V
w=1(n

w
q,y=1 + nw

q,y=0). We also assume questions are indepen-
dent, and the probability of observing the question set {q}Q1 is:

p(w|θ,φ,φ′) =
Q!

q=1

V!

w=1

(φ′
w)

nw
q,y=0

#
K$

k=1

(θkφkw)
nw
q,y=1

%
(1)

3.3 Modeling Answers
Intuitively, most sources have the ability to provide correct an-

swers for most questions, yet only a few sources are gurus or novices
on the topic. Thus, we assume that sources’ expertise is drawn from
a Gaussian distribution for each topic, i.e., eku ∼ N(µ,σ2). The
value of eku is from −∞ to +∞. For each answer provided by
source u to question q, it depends on several factors: (1) The topic
of the question. Since different sources are familiar with different
topics, the question’s topic influences each source’s answer. (2)
The expertise of the source on this topic. If source u is very skilled
on this topic, u may give a correct answer to question q. (3) The
number of correct answers provided by the source on the topic. If
source u provides many correct answers on this topic, u may be
an expert of the topic. (4) The bias on this question. A lower bias
means that the question is easy. Then every source is more likely
to give a correct answer.

Based on the above analysis, we give the process of generating
source u’s answer aqu for question q and assume that there are γq
different choices {1, ..., γq} for each question q. We draw a true an-
swer tq from a Uniform distribution U(γq), a topic indictor zq = k
from Multinomial distribution Multi(θ), and the question’s bias
bq from Gaussian distribution N(0,σ2′)6. Using the logistic func-
tion, given the topic zq = k, the correct answer given by source u
to question q is denoted as aqu which is generated as follows:

p
&
aqu = c|tq = c, zq, ρzqu, ezqu, bq

'
= ω(−ρzquezqu+bq) (2)

where ω(−ρzquezqu + bq) = 1

1+exp(−ρzquezqu+bq)
, ρzqu is the

estimated contribution ratio7 of source u on topic zq , and bq is a
bias on question q. From Eq.(2), we can see that as the topical ex-
pertise and the contribution ratio of source u increase and the bias
of the question q decreases (i.e., a more knowledge user answers
a easier question), the probability that u’s answer to q is the final
true answer increases. In contrast, when the expertise and the con-
tribution ratio of source u decrease and the bias bq increases, the
probability drops.
6Because the difficulty of most questions is moderate and only a
small part of questions are very easy or hard, we use a Gaussian
distribution on biases.
7The estimated contribution ratio ρku is equal to the number of
correct answers provided by source u on topic k divided by the
number of questions on this topic.
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Visual Recognition with Humans in the Loop 3
Computer vision is helpful Computer vision is not helpfulComputer vision is helpful Computer vision is not helpful

The bird is a 
Black‐footed 
Albatross

Is the belly 
white? yes
Are the eyes 
white? yes
Th bi d i

Is the beak cone‐shaped? yes
Is the upper‐tail brown? yes
Is the breast solid colored? no
Is the breast striped? yes
I h h hi ?The bird is a 

Parakeet Auklet
Is the throat white? yes
The bird is a Henslow’s
Sparrow

Fig. 2. Examples of the visual 20 questions game on the 200 class Bird dataset.
Human responses (shown in red) to questions posed by the computer (shown in blue)
are used to drive up recognition accuracy. In the left image, computer vision algorithms
can guess the bird species correctly without any user interaction. In the middle image,
computer vision reduces the number of questions to 2. In the right image, computer
vision provides little help.

ject, as shown in Fig. 2. Similar to the 20-questions game

1, we observe that the
number of questions needed to classify an object from a database of C classes
is usually O(logC) (when user responses are accurate), and can be faster when
computer vision is in the loop. Our method of choosing the next question to ask
uses an information gain criterion and can deal with noisy (probabilistic) user
responses. We show that it is easy to incorporate any computer vision algorithm
that can be made to produce a probabilistic output over object classes.

Our experiments in this paper focus on bird species categorization, which we
take to be a representative example of recognition of tightly-related categories.
The bird dataset contains 200 bird species and over 6,000 images. We believe
that similar methodologies will apply to other object domains.

The structure of the paper is as follows: In Section 2, we discuss related
work. In Section 3, we define the hybrid human-computer problem and basic
algorithm, which includes methodologies for modeling noisy user responses and
incorporating computer vision into the framework. We describe our datasets and
implementation details in Section 4, and present empirical results in Section 5.

2 Related Work

Recognition of tightly related categories is still an open area in computer vi-
sion, although there has been success in a few areas such as book covers and
movie posters (e.g., rigid, mostly flat objects [3]). The problem is challenging
because the number of object categories is larger, with low interclass variance,
and variability in pose, lighting, and background causes high intraclass variance.
Ability to exploit domain knowledge and cross-category patterns and similarities
becomes increasingly important.

There exist a variety of datasets related to recognition of tightly-related cat-
egories, including Oxford Flowers 102 [4], UIUC Birds [5], and STONEFLY9
[6]. While these works represent progress, they still have shortcomings in scaling
to large numbers of categories, applying to other types of object domains, or

1 See for example http://20q.net.
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ABSTRACT

We present hybrid crowd-machine learning classifiers: clas-
sification models that start with a written description of a
learning goal, use the crowd to suggest predictive features
and label data, and then weigh these features using machine
learning to produce models that are accurate and use human-
understandable features. These hybrid classifiers enable fast
prototyping of machine learning models that can improve on
both algorithm performance and human judgment, and ac-
complish tasks where automated feature extraction is not yet
feasible. Flock, an interactive machine learning platform, in-
stantiates this approach. To generate informative features,
Flock asks the crowd to compare paired examples, an ap-
proach inspired by analogical encoding. The crowd’s ef-
forts can be focused on specific subsets of the input space
where machine-extracted features are not predictive, or in-
stead used to partition the input space and improve algorithm
performance in subregions of the space. An evaluation on
six prediction tasks, ranging from detecting deception to dif-
ferentiating impressionist artists, demonstrated that aggregat-
ing crowd features improves upon both asking the crowd for
a direct prediction and off-the-shelf machine learning fea-
tures by over 10%. Further, hybrid systems that use both
crowd-nominated and machine-extracted features can outper-
form those that use either in isolation.

Author Keywords

Crowdsourcing, interactive machine learning

ACM Classification Keywords

H.5.m. Information Interfaces and Presentation (e.g. HCI):
Miscellaneous

INTRODUCTION

Identifying predictive features is key to creating effective ma-
chine learning classifiers. Whether the task is link prediction
or sentiment analysis, and no matter the underlying model,
the “black art” of feature engineering plays a critical role in
success [10]. Feature engineering is largely domain-specific,
and users of machine learning systems spend untold hours ex-
perimenting. Often, the most predictive features only emerge

Permission to make digital or hard copies of all or part of this work for personal or
classroom use is granted without fee provided that copies are not made or distributed
for profit or commercial advantage and that copies bear this notice and the full citation
on the first page. Copyrights for components of this work owned by others than the
author(s) must be honored. Abstracting with credit is permitted. To copy otherwise, or
republish, to post on servers or to redistribute to lists, requires prior specific permission
and/or a fee. Request permissions from permissions@acm.org.
CSCW 2015, March 14–18, 2015, Vancouver, BC, Canada.
Copyright is held by the owner/author(s). Publication rights licensed to ACM.
ACM 978-1-4503-2922-4/15/03 ...$15.00.
http://dx.doi.org/10.1145/2675133.2675214

Figure 1. Flock is a hybrid crowd-machine learning platform that capi-
talizes on analogical encoding to guide crowds to nominate effective fea-
tures, then uses machine learning techniques to aggregate their labels.

after many iterations [36]. And though feature engineers may
have deep domain expertise, they are only able to incorporate
features that are extractable via code.

However, embedding crowds inside of machine learning ar-
chitectures opens the door to hybrid learners that can explore
feature spaces that are largely unreachable by automatic ex-
traction, then train models that use human-understandable
features (Figure 1). Doing so enables fast prototyping of clas-
sifiers that can exceed both machine and expert performance.
In this paper, we demonstrate classifiers that identify people
who are lying, perform quality assessment of Wikipedia ar-
ticles, and differentiate impressionist artists who use similar
styles. Previous work that bridges crowdsourcing and ma-
chine learning has focused on optimizing the crowd’s efforts
(e.g., [8, 21, 39]): we suggest that inverting the relationship
and embedding crowd insight inside live classifiers enables
machine learning to be deployed for new kinds of tasks.

We present Flock, an end-user machine learning platform that
uses paid crowdsourcing to speed up the prototyping loop and
augment the performance of machine learning systems. Flock
contributes a model for creating hybrid classifiers that intelli-
gently embed both crowd and machine features. The system
allows users to rapidly author hybrid crowd-machine learners
by structuring a feature nomination process using the crowd,
aggregating the suggested features, then collecting labels on
these new features. It loops and gathers more crowd features
to improve performance on subsets of the space where the
model is misclassifying many examples. For instance, given
a decision tree that uses machine-readable features, Flock can
dynamically grow subtrees from nodes that have high classi-
fication error, or even replace whole branches. In addition to

1
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Figure 3. An example analysis microtask shows a single chart (a)
along with chart-reading subtasks (b) an annotation subtask (c) and
a feature-oriented explanation prompt designed to encourage workers
to focus on the chart (d). A request for outside URLs (e), encourages
workers to check their facts and consider outside information.

A WORKFLOW FOR CROWDSOURCING DATA ANALYSIS
Hypothesis (or explanation) generation is a key step of Pirolli
and Card’s [22] sensemaking model and it requires human
judgment. Developing good hypotheses often involves gen-
erating a diverse set of candidate explanations based on un-
derstanding many different views of the data. Our tech-
niques allow an analyst to parallelize the sensemaking loop
by dividing the work of generating and assessing hypothe-
ses into smaller microtasks and efficiently distributing these
microtasks across a large pool of workers.

We propose a four-stage workflow (Figure 1) for crowd-
sourcing data analysis. An analyst first selects charts rele-
vant to a specific question they have about the data. Crowd
workers then examine and explain these charts in analysis
microtasks. Optionally, an analyst can ask other workers to
review these explanations in rating microtasks. Finally, the
analyst can view the results of the process, sorting and filter-
ing the explanations based on workers’ ratings. The analyst
may also choose to iterate the process and add additional
rounds of analysis and rating to improve the quality and di-
versity of explanations.

Selecting Charts

Given a dataset, an analyst must initially select a set of charts
for analysis. The analyst may interactively peruse the data
using a visual tool like Tableau [28] to find charts that raise
questions or warrant further explanation. Alternatively, the
analyst may apply data mining techniques (e.g., [10, 16, 33])
to automatically identify subsets of the data that require fur-
ther explanation. In general, our workflow can work with
any set of charts and is agnostic to their source.

In our experience, analysts often know a priori that they are
interested in understanding specific features of the data such
as outliers, strong peaks and valleys, or steep slopes. There-
fore, our implementation includes R scripts that apply basic

Figure 4. An example rating microtask showing a single chart (a) along
with explanations (b) from several workers. The task contains a chart-
reading subtask (c) to help focus workers’ attention on the charts and
deter scammers, along with controls for rating individual responses (d),
indicating redundant responses (e), and summarizing responses (f).

data mining techniques to a set of time-series charts in order
to identify and rank the series containing the largest outliers,
the strongest peaks and valleys and the steepest slopes. The
analyst can then review these charts or post them directly to
crowd workers to begin eliciting explanations. We leave it
to future work to build more sophisticated data mining algo-
rithms for chart selection.

Generating Explanations

For each selected chart, our system creates an analysis mi-
crotask asking for a paid crowd worker to explain the visual
features within it. Each microtask contains a single chart
and a series of prompts asking the worker to explain and/or
annotate aspects of the chart (Figure 3). The analyst can
present each microtask to more than one worker to increase
the diversity of responses.

Rating Explanations

If a large number of workers contribute explanations, the an-
alyst may not have the time to read all of them and may
instead wish to focus on just the clearest, most plausible or
most unique explanations. In the rating stage the analyst
enlists crowd workers to aid in this sorting and filtering pro-
cess. Each rating microtask (Figure 4) includes a single chart
along with a set of explanations authored by other workers.
Workers rate explanations by assigning each a binary (0-1)
relevance score based on whether it explains the desired fea-
ture of the chart. Workers also rate the clarity (how easy it
is to interpret) and plausibility (how likely it is to be true)
of each response on a numerical (1-5) scale. We combine
these ratings into a numerical quality score (0-5) that mea-

Figure 3. An example analysis microtask shows a single chart (a)
along with chart-reading subtasks (b) an annotation subtask (c) and
a feature-oriented explanation prompt designed to encourage workers
to focus on the chart (d). A request for outside URLs (e), encourages
workers to check their facts and consider outside information.
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judgment. Developing good hypotheses often involves gen-
erating a diverse set of candidate explanations based on un-
derstanding many different views of the data. Our tech-
niques allow an analyst to parallelize the sensemaking loop
by dividing the work of generating and assessing hypothe-
ses into smaller microtasks and efficiently distributing these
microtasks across a large pool of workers.

We propose a four-stage workflow (Figure 1) for crowd-
sourcing data analysis. An analyst first selects charts rele-
vant to a specific question they have about the data. Crowd
workers then examine and explain these charts in analysis
microtasks. Optionally, an analyst can ask other workers to
review these explanations in rating microtasks. Finally, the
analyst can view the results of the process, sorting and filter-
ing the explanations based on workers’ ratings. The analyst
may also choose to iterate the process and add additional
rounds of analysis and rating to improve the quality and di-
versity of explanations.
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Given a dataset, an analyst must initially select a set of charts
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using a visual tool like Tableau [28] to find charts that raise
questions or warrant further explanation. Alternatively, the
analyst may apply data mining techniques (e.g., [10, 16, 33])
to automatically identify subsets of the data that require fur-
ther explanation. In general, our workflow can work with
any set of charts and is agnostic to their source.
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interested in understanding specific features of the data such
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fore, our implementation includes R scripts that apply basic
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the strongest peaks and valleys and the steepest slopes. The
analyst can then review these charts or post them directly to
crowd workers to begin eliciting explanations. We leave it
to future work to build more sophisticated data mining algo-
rithms for chart selection.

Generating Explanations

For each selected chart, our system creates an analysis mi-
crotask asking for a paid crowd worker to explain the visual
features within it. Each microtask contains a single chart
and a series of prompts asking the worker to explain and/or
annotate aspects of the chart (Figure 3). The analyst can
present each microtask to more than one worker to increase
the diversity of responses.

Rating Explanations

If a large number of workers contribute explanations, the an-
alyst may not have the time to read all of them and may
instead wish to focus on just the clearest, most plausible or
most unique explanations. In the rating stage the analyst
enlists crowd workers to aid in this sorting and filtering pro-
cess. Each rating microtask (Figure 4) includes a single chart
along with a set of explanations authored by other workers.
Workers rate explanations by assigning each a binary (0-1)
relevance score based on whether it explains the desired fea-
ture of the chart. Workers also rate the clarity (how easy it
is to interpret) and plausibility (how likely it is to be true)
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